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NXP’s LPC4300 MCU with Coprocessor:

NXP Unveils Its First 
ARM® Cortex™-M4
Based Controller Family
By Frank Riemenschneider, Editor, Electronik Magazine

t the Electronica trade show last
fall in Munich, Dutch chip maker

NXP introduced its first Cortex™-M4
based microcontrollers. The LPC4300
offers a big surprise: it contains a 
Cortex™-M0 coprocessor, allowing 
the Cortex-M4 to concentrate on what 
it does best: crunching numbers for 
digital signal control applications.
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As expected, the LPC4300 is an advanced version of the LPC1800.
The two families are pin-compatible and also share exactly the
same peripherals. Like the LPC1800, the LPC4300 (Figure 1) is
implemented using 90 nm process technology, allowing for a 
maximum clock speed of 150 MHz. 

Especially interesting is the fact that the LPC4300 features a 
dual-core architecture. The Cortex-M4 processor (see The Box) is
supplemented by a Cortex-M0 coprocessor, which is ARM’s small-
est core, requiring a mere 130 µA/MHz. The Cortex-M0’s task is to
offload many of the data transfer and I/O handling duties that can
drain the bandwidth of the Cortex-M4 processor, especially when
running math-intensive DSP algorithms. Thanks to multiple clock
sources, the on-chip peripherals can be operated at individual
speeds and may even be turned off completely if not in use. In 
addition, there are four power modes:
  • In Sleep mode, the clock to the core is stopped while 
  peripheral functions continue to operate. 
  • In Deep Sleep mode, the main oscillator is powered down and 
  nearly all clocks are stopped – only the interrupt controller 
  remains running. The flash memory is put in standby mode, 
  allowing for a quick wake-up.
  • In Power-down mode, the interrupt controller and the flash 
  memory are also turned off. The system status is preserved in 
  special registers.
  • In Deep Power-down mode, power is turned off to the entire 
  chip. The system status is lost except for the contents of the 
  real-time clock backup registers, making it possible to wake up
  from Deep Power-down mode via a real-time clock interrupt 
  (or via the reset pin).

Figure 1: Block diagram of the LPC4300 MCU family. These 
devices are implemented using 90 nm process technology.

THE BOX: Cortex-M4: An Extension of the Cortex™-M3
The Cortex-M4 processor brings to the low-cost microcontroller segment what
has long been well known from the application processors: dedicated hardware
for digital signal processing, supplemented by an optional floating point unit (FPU)
adding 25 instructions for single precision math operations. The architecture is
based on the well-known ARMv7 architecture and is now called ARMv7E-M, in-
dicating the DSP extensions. Instead of a simple 32x32-bit multiplier, the Cortex-
M4 processor is able to perform MAC operations up to 64x64 + 64 bit in a single
clock cycle. Just like in the Cortex-M3 processor, a 32-bit hardware divider is in-
tegrated as well. Compared to the Cortex-M3 processor, the Cortex-M4 processor
has more watch points (6 vs. 2) and more break points (4 vs. 1). The interrupt
structure as well as the internal microarchitecture (3-stage pipeline, Harvard ar-
chitecture) is identical. In order to achieve higher code density, the Cortex-M4
processor also implements the 16-bit Thumb-2 instruction set.

The image shows the
Cortex-M4 proces-
sor block diagram.
As with the FPU, the
implementation of
the WIC (wake-up in-
terrupt controller)
and the debug and
trace units is op-
tional. Not imple-
menting these units
reduces the amount
of gates and there-
fore the power con-
sumption. Despite
the new DSP hard-
ware, the rise in
power consumption
compared to the
Cortex-M3 proces-
sor is rather insignif-
icant. When imple-
mented in a TSMC 65 nm low-power process, the Cortex™-M3 processor draws
0.05 mW/MHz compared to 0.06 mW/MHz for the Cortex-M4 processor. At a
clock rate of 150 MHz, this only results in an increase from 7 to 9 mW.

The FPU has its own pipeline (separate from the integer pipeline) and, aside from
six math operations, also includes a fused MAC operation which delivers higher
precision results. The maximum clock frequency could potentially be beyond 200
MHz, however so far there are no such implementations. Everyone agrees that a
standard MCU is only of limited use for digital signal processing. The relatively
simple task of decoding an MP3 file already requires a clock frequency of 20 to
25 MHz. Even a dedicated DSP needs about 10 to 15 MHz while the Cortex-M4
processor can do this at around 9 MHz. The Cortex-M4 processor is only sur-
passed by DSPs specifically designed for audio processing which can manage
this task at 6 to 7 MHz. At 9 MHz, the Cortex-M4 processor only draws around
0.5 mW. Obviously the hardware extensions are only one aspect. The deciding
factor is how well the software utilizes them. ARM extended the compiler in the
Keil tools in such a way that standard C code already makes use of most DSP in-
structions. However, in order to take full advantage of the hardware, certain in-
structions have to be explicitly integrated into the C code. The µVision debugger
(including the instruction set simulator) was modified to accommodate the new
features of the Cortex-M4 processor. Further software support is available in the
form of a CMSIS (ARM Cortex Microcontroller Software Interface Standard) ex-
tension (which allows every CMSIS compatible compiler to utilize the DSP exten-
sions), as well as library extensions with regards to math functions (especially
trigonometry functions), control algorithms, and algorithms for digital filters with
support from MathLab and LabVIEW.
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The Cortex-M4 block diagram would be identical to the
one of the Cortex-M3 if not for the additional blocks for
the FPU and DSP functionality (within the CPU itself).

The blocks with the dotted lines are optional.



The Cortex-M4 and the Cortex-M0 processors communicate via
shared memory. The Cortex-M0 processor has a separate clock as
well as a power management unit. In the example of a motor control
application, the Cortex-M4 processor would calculate the field-
oriented control parameters using its specialized DSP instructions
and capabilities, while the Cortex-M0 processes control commands
received via the CAN bus. When decoding an audio file, which may
be received via USB and output via an audio codec connected to the
I2S port, the Cortex-M4 processor would take care of the audio 
processing while the Cortex-M0 handles the control of the USB and
I2S peripherals. An important fact for software developers is that the
Cortex-M4 processor and the Cortex-M0 processor share a common
debug interface. This allows for the debugging of both cores using a
single JTAG debugger. In addition, the Cortex-M4 processor features
a serial wire debug (SWD) unit. 

Like the LPC1800, the LPC4300 can read data from the internal flash
memory at maximum clock speed. In order to make this possible,
and to enable the bus masters to access the flash memory and the
peripherals simultaneously, NXP implemented 256-bit wide internal
busses. An algorithm built into the intelligent pre-fetch unit decides
to pre-fetch instructions if the core is running fast, or to wait until
the flash buffer is nearly empty if the core is running slower. At 
maximum clock frequency the algorithm can pre-fetch more than
eight words.

For high reliability applications the on-chip flash memory can be 
operated in a front/back mode. In this mode the flash is split in two
banks, with all code copied identically onto each half. This allows for
the so-called 'golden copy' method of in-system firmware updates
where the controller executes entirely from one half of memory
while the other half is being re-written – a feature insisted upon by
automotive users.

A big advantage of the LPC4300 is the multi-layer AMBA AHB bus,
which is implemented as a bus matrix and allows RAM to be treated
as multiple blocks for simultaneous access by the core and any 
peripheral that can also act as bus master – eight potential masters
in all. For DSP applications, two SRAM blocks can be defined: one
128 Kbyte block for code and one 72 Kbyte block for data. If all data
is kept in one block and all instructions in the other, a 10% perform-
ance improvement can be achieved. The performance increase is
even higher if the DSP capabilities are used to process things like
waveforms stored in memory. In fact, one additional SRAM block of
32 Kbyte and two more SRAM blocks of 16 Kbyte can be defined. All
this connectivity means a lot of metal tracks across the die, which is
made possible by having seven metallization layers on the LPC4300,
including two over memory areas.

The LPC1800 introduced three new peripheral blocks which are also
present on the LPC4300. The first one is an SPI interface that can
handle quad-mode operation for off-chip 8-pin flash ICs (Figure 2).
Until now, this interface was used primarily on PCs for loading the
BIOS. After the initial handshake, the pins of the quad-SPI interface
are reconfigured to four data lines, each of which allows data 

transfers of up to 80 Mbit/s – a combined data rate of up to 40
Mbyte/s. Consequently, after a power-on reset, the contents of the
entire flash memory can be transferred into on-chip SRAM or 
external RAM in about 1/100 to 1/3 of a second. Obviously these 
values can only be achieved if 256 bytes are read per fetch and drop
if fewer bytes are read in parallel. If only 1 byte is read per fetch, the
data rate declines to 5 Mbyte/s. 

NXP has tested the quad-mode operation with 80 different flash
chips between 512 Kbyte and 16 Mbyte from suppliers Atmel, 
Gigadevice, Macronix, Micron, Microchip, and Winbond.

A typical problem in MCU applications with LCD is the storage of 
the images to be displayed on the screen. They are stored in flash
memory and usually have to be moved to SRAM before they can be
transferred to the LCD controller. Consequently, a relatively large
SRAM buffer is required for this task. However, the quad-SPI inter-
face can transfer the images via DMA directly to the LCD controller,
eliminating the need for the SRAM buffer. The quad-SPI interface
also comes in handy when running DSP algorithms which have to 
be moved from flash memory to SRAM in order to be executed. 
The LPC4300 can use extremely cheap external SPI flash memory to
store the code.

Another significant peripheral is the so called ‘State Configurable
Timer (SCT) sub-system’ (see Figure 3, next page). This is essen-
tially a programmable general purpose state-machine combined with
a timer. Seven of the state-machine’s eight inputs as well as 16 timer
outputs are brought out to external pins, allowing it to interact with
external hardware. Once the state-machine has been initialized by
the CPU, and assuming the required number of states fits into the 
32 provided, the SCT becomes autonomous and requires no further
CPU intervention. From the outputs, inputs, and states, another
block decodes up to 16 events to drive the state-machine from 
state to state.

A traffic light controller is a simple example for an application that
can be completely implemented in hardware using the SCT. There
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Three remarkable peripherals
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Figure 2: The SPI interface allows quad-mode operation for off-chip
8-pin flash ICs, which allows for data transfers of up to 40 Mbyte/s.



are five outputs (three lights for the cars and two for the pedestri-
ans), one input (the button the pedestrians press to request a green
light), and four states (cars = green and pedestrians = red, cars =
yellow and pedestrians = red, cars = red and pedestrians = red, as
well as cars = red and pedestrians = green). According to NXP, the
SCT offers enough resources to build quite sophisticated functions
including a brushless DC, stepper, or AC induction motor controller.
Serial interfaces, e.g. for DALI or LIN, are also an option. The
LPC4300 currently does not include these types of serial interfaces
as dedicated on-chip peripherals.

The third new peripheral block is called SGPIO (Serial General 
Purpose I/O). Its task is to offload the CPU while performing serial
data transfers. Embedded developers often face the problem of 
dealing with peripherals that use non-standard serial interfaces 
(e.g. LCD drivers, audio codecs, etc). In order to create or capture
the necessary real-time serial data streams, firmware engineers 
need to implement code loops that manipulate GPIO in real-time.
This method, known as “bit-banging”, is not only CPU-intensive, 
but also prevents the CPU from entering any of the low-power
modes. To solve this problem, the LPC4300 provides 16 general-
purpose I/Os which each have their own timer register and two 
32-bit shift registers. In addition, there are two counters: one for
controlling the rate at which data is clocked in or out, and one for
controlling the number of bits being clocked in or out. Configuring
the SGPIO registers generates the desired waveform(s) and triggers
an interrupt when the data has been clocked out. NXP will provide a
library of configuration examples for various interfaces (e.g. Quad-
SPI, PCM, I2S, I2C, or SPI). 

How can the LPC4300 with its Cortex-M4 processor show off its
strengths? As an example, consider a 2nd order IIR filter according
to the following formula:

y[n] = b0x[n] + b1x[n – 1] + b2x[n – 2] – a1y[n – 1] – a2y[n – 2]

Table 1 shows the correspon-
ding code including the amount
of clock cycles for the Cortex-
M3 processor (LPC1800) as
well as the Cortex-M4 proces-
sor (LPC4300), looking only at
the inner loop. This assumes
that the coefficients b0, b1, b2,
a1, and a2, as well as the 
previous states x[n – 1], x[n –
2], y[n – 1], and y[n – 2], are
all located in registers. Thanks
to the Cortex-M4 processor’s
DSP-instructions, the amount
of required clock cycles can be
reduced from between 27 and
47 (depending on the data) to
16. Further optimization even
allows a reduction down to ten
clock cycles. 

NXP will provide a free C library of optimized DSP algorithms, 
containing FFT (supporting both 16- and 32-bit data lengths and
block sizes of 64-, 256- and 1024-bit FIR and IIR filters (supporting
both 16- and 32-bit single stage biquads), PID controller, random
number generator, cross product of vectors, and more.

The first available members of the LPC4300 family (4310, 4320,
4330, and 4350) will be flash-less devices and will therefore require
external Flash memory. Samples will be available in Q2/Q3 2011. 
The devices with on-chip flash memory will follow in Q4/2011.
These MCUs will contain 512 Kbyte, 768 Kbyte, or 1 Mbyte of 
on-chip flash memory.
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Figure 3: The State Configurable Timer (SCT), a programmable state machine in combination with a timer,
allows for the implementation of sophisticated functions like motor control.

END

Table 1: Thanks to the additional DSP instructions, an IIR filter can
be implemented on the Cortex-M4 using less clock cycles than on
the Cortex-M3.

xN = *x++;
yN = xN * b0;
yN += xNm1 * b1;
yN += xNm2 * b2;
yN -= yNm1 * a1;
yN -= yNm2 * a2;
*y++ = yN;
xNm2 = xNm1;
xNm1 = xN;
yNm2 = yNm1;
yNm1 = yN;
Decrement loop counter

Branch

Total clock cycles

2 2
1
1
1
1
1
2
1
1
1
1
1

2

16

2
1
1
1
1
1

2

27 to 47

3 to 7
3 to 7
3 to 7
3 to 7
3 to 7

Instruction Cortex-M3 clock cycles Cortex-M4 clock cycles



        


